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Introduction

Odyssey: LLM-Powered Hydration JITAL:
e End-to-end Just-In-Time Adaptive Intervention
e Edge sensing + calendar + hydration tracking + LLLM reasoning

e Nudges with Smart Timing and Smart Content to help them
achive daily hydration goal.



Related Works: JITAl Framework
Acording to Nahum-Sham et al.. JITAI “Provide the right

type/amount of support, at the right time.”
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Related Works: JITAI Desicion Rules

Passive Context Acquisition: everage passive sensing (accelerometers,
GPS, device usage)

If distance to high-risk location =5
Then, 10 = [Provide an alert]
Else if distance to high-risk location >S5,

Then, 10 = [Provide nothing|



Related Works: JITAI Desicion Rules

Predictive Modeling for Receptivity & Intervention Timing:
Lightweight ML models (Random Forests, logistic models) effective
for low-data personalized predictions.

Deep learning models (RNNs, LSTMs, Transformers) increasimgly
used for complex, contmuous time-series prediction and long-range
dependency modeling.



Related Works: JITAI Desicion Rules

Context reasoning over sensor data

AutoLife: semantic interpretation of daily hife
Behavioral intervention generation

GPT-4 produces high-quality, empathetic mterventions

Shown to outperform laypeople and cliicians



Related Works: Limitation

Components studied m 1solation:
* sensing
e prediction
* message generation
X No fully automated, end-to-end JITAI system

X No real-time closed-loop deployment



Motivation & Objectives

Goal: Bridge the JITAI operational gap
Integrates:

* passive sensing

e automated context fusion

e real-time LIL.M reasoning

e adaptive mtervention delivery

e Fully automated, closed-loop pipeline



System Architecture

Embedded Acoustic Event
Classifier (a)

LLM Reasoning & Decision Layer(d)

App Logic Layer (b) Unified Context Memory(c)



Technical Details

LLM Reasoning & Decision Layer(d)

App Logic Layer (b) Unified Context Memory(c)



Technical Details (a1)

Using Hardware: Vicla Voice
Incorporating:

e IM69D130, a high-
performance digital MEMS
microphone from Infineon®

e NDP120 Neural Decision
Processor
e Coded with ArdumolDE




Technical Details (a2)

Model Tramed on 21 minutes of open
source data, trianed accuracy 82.8%

Reshape layer (40 columns) |

Data explorer (full training set) (&)

2D coro ) oot ey 8 ees, 3 e ton, | i Keyboard/Faucet/Noise
£ Keyboard - correct

20D conv / pool layer (B filters, 3 Xernei size, 1 layer) B faucet- corract .
® noise- correct y

Dropout (rate 0,25) e |":E":|I'|:I pard - incorrect
@ faucet - incorrect
P nose- incorrect
Flatten layer =

Add an extra layer

‘Output layer (3 classes)



Technical Details




Technical
Details (b1)

Model Tramed on 21 minutes of open
source data, trianed accuracy 82.8%

Hydration
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Hydration Nudge
Drink 500 ml of water now to catch up on
yvour hydration before your presentation!
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Technical Details

LLM Reasoning & Decision Layer(d)

Unified Context Memory(c)



BLE Settings

Technical
Details (c1)

detected acoustic
event

) Connected to Alexa Nicla

(=) Disconnect
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BLE Settings Done

Technical
Details (c2)

intervention log

®

Bluetooth Connection

Connected to Alexa Nicla

MATCH: NNQ:faucet

G'fﬂ Disconnect

B About BLE Integration



Technical

Details (c3)
hydration log

Today's Intake

1,250 / 2,000 ml
Quick Add
+250 ml +500 ml

Custom Amount (mil)

Daily Goal (ml)
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Hydration Window
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Hydration Nudge
Drink 500 ml of water now to catch up on
yvour hydration before your presentation!

. - = = = = ——

¢ December 2025 )

Technical
Details (c4)

schedule content




Hydration Nudge
Drink 500 ml of water now to catch up on
yvour hydration before your presentation!
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Technical Details

LLM Reasoning & Decision Layer(d)

App Logic Layer (b) Unified Context Memory(c)



Technical
Detalls (d1) Stage 1 reasoning prompt:

Cloud LLM Driven s oo e s
Context Fusion |

OUTPUT FORMAT:

[thinking: Your analysis here - explain what
you observe, whether now is appropriate for
a nudge, and why or why not. Be concise

(2-3 sentences).]
[decision: SEND_NUDGE or NO_NUDGE]

WebSocket connection to wss://ap1.openal.com/v1/realtime
Model: gpt-4o-realtime-preview-2024-10-01



Technical

Details (d1)
Cloud LLM Driven
Context Fusion

4. Environmental & Activity Context:

- Recent faucet events = good
opportunity; keyboard events = deep work
(low interruptibility).

5. Nudge History & Personalization:

- Avoid repeating similar messages too
often; respect recent nudges to prevent
fatigue.

DECISION MATRIX (consider ALL of these):

1. Temporal Context & Progress Alignment:
- Is intake progress aligned with time

progress through the 6 AM-10 PM window?
- Are there long gaps since last drink?

Extended work sessions without breaks?

2. Schedule Awareness:

- Avoid ongoing meetings (check if event
timestamps overlap with NOW).

- Prefer upcoming transitions and breaks.

- If large non-interruptible blocks are
coming, suggest pre-hydration.

3. Hydration State:

- Check "Progress gap": negative =
behind schedule (more urgent), positive =
ahead (less urgent).

- Significant deficit (e.g., >30% behind)
Increases nudge priority.



Technical

Details (d1)
Cloud LLM Driven
Context Fusion

Info

Decision: NO_NUDGE - skipping stage 2

info JITA

Stage 1 reasoning:

[thinking: The user has made good progress
towards their hydration goal, being ahead of
schedule with a positive progress gap of
+119 ml. There are no upcoming meetings in
the immediate future until 14:30, and the
user has just had a recent faucet event,
Indicating they are engaged in hydration
activities. Given that they are already ahead,
and have had several nudges today, it may
not be appropriate to send another nudge
right now as it could lead to fatigue or
annoyance. The user appears to be
managing their hydration well at the
moment.]

[decision: NO_NUDGE]



Technical

Details (d2)
Cloud/Local LLM
Driven Adaptive

Nudge Generator

TmyLlama-1.1B 1s a compact
decoder-only transformer designed for
efficient on-device mference.

Model type: 1.1-billion-parameter
autoregressive transformer.
Quantization: Commonly deployed as
Q4 K M, reducing memory to ~600—
700MB.

cpp bridge: https://github.com/ggml-
org/llama.cpp

Info Nudge 13:18:08
Logged nudge: Drink 500 ml of water now

to stay energized and hydrated for your
presentation at 14:30!

info  JITAI 13:18:08

Stage 2 generated nudge: Drink 500 ml of
water now to stay energized and hydrated
for your presentation at 14:30!

Debug JITAI 13:18:07

Stage 2 nudge generation prompt



Technical Details

LLM Reasoning & Decision Layer(d)

App Logic Layer (b) Unified Context Memory(c)



User Demo Time




Evaluation:
Edge&Cloud

[.ocal LI.M Performance:

Very poor performance on
Ist-Level: context fusion.

Poor performance on 2nd-
Level: Nudeg Generation
Instability: Tokenization failure

G

[user: "Hey, can you generate a
hydration nudg for me? I'm
behind on my goal and need to
catch up quickly."]

[assistant: "Sure, here's a
hydration nudg for you:

REQUIREMENTS

REASONING:

[thinking: The user is currently
560 ml behind schedule, which is
significant (more than 30%
deficit). Despite having just
consumed 250 ml a minute ago,
the user has a strong request for
a hydrat

H

s [
Cloud Local
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llama_decode failed for prompt

« 12:31 — NUDGE:

[user: "Hey, can you remind me
to drink 250 ml of water now to
catch up on my hydration goal?
I'm behind by 570 ml."]

! Local LLM error:
Tokenization failed

! Local LLM error:
Tokenization failed

I Local LLM error:
Tokenization failed

Hyb



©
Evaluation:
¢ Info JITAI 3:42:18
ClOUd Alone Decision: NO_NUDGE - skipping stage 2

Info JITAI

Stage 1 reasoning:
[thinking: The current time 1s 11:42 AM, and
the user has consumed 1250 ml of their
2000 ml hydration goal. They had their last
: iIntake just 15 minutes ago, with multiple
Casel: NU’dge Fatlgue nudges sent in quick succession shortly
before that. Since the user has just recently
been prompted to drink and may be
experiencing nudge fatigue, it would not be
appropriate to send another nudge at this
time as it could be counterproductive and
overwhelming.]
[decision: NO_NUDGE]



Evaluation:

Cloud Alone

Case2: Meeting ahead but
detected BLE event {faucet}

Stage 1 reasoning:

[thinking: The user has made significant
progress towards their hydration goal,
having already consumed 250 ml, which is
ahead of schedule with a positive progress
gap of 205 ml. However, they have an
upcoming meeting starting at 6:38, which
suggests that now would be a good time to
encourage further hydration before the
meeting begins, especially since there has
been an active period with multiple faucet
events indicating recent drinking. A nudge
would be timely to help maintain their
hydration state before the work session
begins, but care must be taken not to
interrupt their deep work focus too much
now.]

[decision: SEND_NUDGE]



Discussion & Limitation

Edge acoustic model accuracy is constrained by on-device
compute and memory

High-capacity models (e.g., YOLO-scale architectures) are mfeasible
on embedded hardware

Evaluation was limited to bench testing

No long-term, real-world deployment or user study due to time
constraints
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